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The Quality Control Working Group has examined numerous examples of JPEG 2000 page images both lossless and at various levels of lossy compression.  We recommend that Yale adopt lossy compression at Kirtas’ quality level 90 as the standard for Yale’s copy of the images produced in the Microsoft/Kirtas large-scale digitization project.  We are confident that this level of compression provides the best compromise between image quality and manageable file size for an access-oriented project of this type.
In her white paper, Preservation in the Age of Large-Scale Digitization, Oya Rieger (Interim Assistant University Librarian for Digital Libraries and Information Technologies at Cornell) argues persuasively that the nature of large-scale digitization necessitates a change in the way that libraries have traditionally viewed the choice of file formats (and many other issues) for digital imaging projects.
  First of all, large-scale digitization of library material produces such vast quantities of digital data (roughly 100,000 page images per working day in our case) that some form of image compression becomes essential in order to enable affordable long-term storage of the content.  Even with the level of compression recommended by the Yale working group, the first 100,000 volumes will occupy roughly 25 terabytes of disc storage (50 TB when replicated) – a quantity approaching double the original size of the entire Rescue Repository, just to give a local perspective.  Secondly, the primary goal of these Google, Microsoft, and Open Content Alliance projects is enduring access and full-text indexing rather than digital reformatting.  The digital file will not replace the physical book.  Consequently, the use of a compressed file format that supports searching and projected scholarly use of the content should be fully adequate to the need.
JPEG 2000 (commonly abbreviated as JP2) is an ISO standard that is well supported and increasingly adopted by both the commercial and academic communities.  It utilizes a highly effective compression scheme that achieves dramatic reduction in file size without serious loss of quality (outperforming the earlier JPEG standard).  A JP2 file can deliver images at multiple resolutions, ranging from a thumbnail to a highly zoomed detail – ideal for the rapid delivery of image files via the web.  Metadata of various types can be encapsulated within a JP2 file, ensuring that metadata about an image will never be separated from the image.  While current web browsers do not provide native support for JP2, server-based solutions or browser plug-ins can resolve this (probably temporary) issue.
Even some preservation-oriented repositories are considering the adoption of JPEG 2000 in its lossless form.  The National Library of the Netherlands, for instance, is challenging the commonly accepted objections to the use of compression in digital preservation and argues that there may even be advantages over uncompressed TIFFs, most notably the fact that future data migration will require the processing of a much smaller quantity of data.  This library suspects that “some form of compression can be performed on objects intended for long-term preservation as long as you keep to some common sense rules” and plans to conduct extensive tests to determine the suitability of JPEG 2000 for a digital archive.

Harvard & CDL Studies

Several libraries, including Harvard and the California Digital Library, have conducted studies designed to determine what level of compression is acceptable for large-scale digitization projects.
  The principle behind their approach is to “get just enough data” to satisfy current and foreseeable needs of users:
“Three overarching functional requirements of mass text digitization favor the get just enough rationale over the get more. Digitization procedures in these projects must:

· enable very fast scanning of bound volumes (to reduce costs associated with human handling time);

· yield page image masters adequate for OCR and production of images with readable (legible) content when rendered as soft- and hard-copy outputs; and

· result in small file sizes, with the two-fold benefit of speeding up online transfer (ingest and access) and minimizing per unit (page/volume) storage costs.”
The studies presented reviewers with sets of images compressed at different levels using various software codecs and asked them to rate the quality of the images as Perfect, Acceptable, Marginal, and Unacceptable when compared to an uncompressed master image or a lossless JP2 image.  Results consistently revealed that reviewers judged images acceptable or better at surprisingly high levels of lossy compression.
An attached set of screen shots shows the effects of JP2 lossy compression in one example from the Harvard test suite (full image sets at http://preserve.harvard.edu/massdig/hul_study/).  Only in the last instance (the LuraTech Q30 level) do the compression artifacts become clearly noticeable and fairly objectionable (file size reduced from 3420 KB to 290 KB).  Even then, the text is eminently readable.  At the Q70 and Q50 quality levels, compression artifacts are hard to detect, yet dramatic reduction in files sizes is still achieved.
Analysis at Yale

Studies at Yale of samples provided by Kirtas closely parallel and strongly confirm the results yielded in the Harvard study.  An attached set of screen shots shows examples of both visual image and plain text content compressed at different quality levels (since Kirtas is not using the LuraTech software, the numerical quality levels are not directly comparable to those cited in the Harvard study).  Since our goals include a high level of readability for text and visual images of a quality high enough for future inclusion in the Image Commons, we quickly narrowed our examination to the higher levels of quality offered (and recommended) by Kirtas.
With plain black and white text, undesirable consequences become apparent only at relatively high levels of compression, manifested in a fringing or halo effect surrounding the letters on a page and most obvious at high levels of magnification.  These effects are substantially reduced in our case because we elected early in the Yale project to remove background shading on book pages and produce a purely black-on-white image for pages containing only black text.  In addition, this approach results in improved OCR, reduction in file size, better readability on screen, and cleaner printed copies.  In the examples the difference between quality levels 90 and 80 are very hard to discern.
With photographs, maps, illustrations, manuscript facsimiles, and other non-text content, negative effects are visible at more modest levels of compression – the effects vary widely, however, depending on the particular image.  In the (worst case) example provided, you can see a difference between the lossless image and the compressed image even at the highest quality level (90) if you zoom in on a small detail.  At lower zoom levels the difference is much harder to detect.

The attached table lists quality assessments and file sizes for a variety of illustrations and text.  There are only small differences in quality between the level 80 and level 90 images; there was no readily visible difference in 9 of the 17 samples even at high magnification.  Level 90 images averaged 18% of the size of the lossless version for mixed content and 40% of lossless size for plain text.  Level 80 images averaged 12.8% of the size of the lossless version for mixed content and 33.6% of lossless size for plain text.  For mixed content the level 80 files were 29% smaller than level 90; for plain text the level 80 files were 16.6% smaller than level 90.  Thus the overall savings in repository disk space for level 80 compared to level 90 will be somewhere in between these two figures, most likely in the neighborhood of 20%.
In the end the decision rests on priorities.  Is it worth investing in 20% more repository disk space in order to attain a level of quality one step closer to the lossless original?  Given the objectives of the Yale project and our desire to preserve files that will be suitable for a variety of future purposes, the Quality Control Working Group recommends Kirtas’ quality level 90 lossy JPEG 2000 format as the best compromise between superior image quality and reasonable storage requirements.
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